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Build Al in the Real World

DETAILED CHALLENGE INFORMATION

Challenge 1 - Assistive Technology

Devices for people living with disability, and older Western Australians

Launch night Tuesday 25 August 2026, 5:00 — 7:00 pm
Workshops 4,11 and 15 September 2026
Venue Innovation Central Perth, Curtin University, Bentley Campus WA 6102

Registrations close Sunday 23 August 2026

Challenge Statement

How might we better support the independence and dignity of a person living with
disability, or an older person ageing at home, using a small and low-cost device that

senses the world around it and acts on what it finds?

This is a deliberately broad challenge, because the people it is written for are not a single group. A 22-year-old
with cerebral palsy who wants to play games with friends, an 80-year-old managing nine medications, and
someone losing central vision to macular degeneration have very different days. What they share is that the
physical world - its buttons, its packaging, its small print - was designed for somebody else.

To make that workable inside a four-week hackathon, we have broken the challenge into three sub-challenges.
Each one is a real, specific, unsolved problem with a clear user and a clear moment of use. Your team picks one.

The three sub-challenges

1A. The Accessible Controller - operating everyday technology when standard controls do not fit your body.

1B. The Medication Companion - managing a complex medication routine at home, reliably and without
surveillance.

1C. Eyes for Labels - reading the labels, packaging and printed information you meet in everyday life.

Choose one. You are judged against the sub-challenge you pick, not against the other two. All three sit in one open
prize pool alongside the industrial challenge, so a well-executed simple idea beats an ambitious idea that does not
work on the night.

Why this challenge

In 2022, 5.5 million Australians - 21.4% of the population - were living with disability, up from 4.4 million (17.7%)
in 2018. Among Australians aged 65 and over, 52.3% had a disability, and around 40% of older Australians living



at home needed some assistance with everyday activities. There were 3.0 million carers, 11.9% of Australians
living in households.

Assistive technology exists for most of these needs. The problem is rarely that a solution is unknown; it is that the
available solution is expensive, generic, built for the average of a small market, or so obviously medical-looking
that people leave it in a drawer. A commercial manufacturer has to design for thousands of people. You have four
weeks and a 3D printer, which means you can design for one - and that is the advantage this event gives you.

Designing with dignity

Every device in this challenge is used by someone in their own home, often in front of other people, often at a
moment when they already feel dependent. Our judging panel will ask a question that has nothing to do with
your code:

“Would the person this was built for actually want to use it, and would they feel respected by it?”

Practically, that means considering things like these as you build:

e Whoiis in control? If the device escalates to a carer or family member, does the user decide when that
happens?

¢ What does it look like sitting on a kitchen bench when a friend visits?
e What does it do when it is wrong - and does it know it might be wrong?

e Does it collect more than it needs? A camera pointed into someone's living room is a serious design decision,
not a free sensor.

e Could the person set it up themselves, or does it permanently require someone else?



1A. The Accessible Controller

How might we better let a person operate the everyday technology in their life - a game, a
computer, a television, a phone - when standard controls do not fit their body?

Potential focus questions
This is a genuinely open challenge. You may find it useful to consider the following as you build your prototype:
o  What movement can this person produce reliably and repeatably - a breath, a head tilt, one finger, an
eyebrow raise, a sound - and how do you capture it?
e Could one device be re-taught to a different user in a few minutes, rather than re-engineered?
e Could a camera or microphone replace a physical switch entirely - and when would that be worse rather than
better?
o What is the cost of a false trigger halfway through a game, or halfway through a sentence?
e How does the device attach to a wheelchair, a bed rail, a desk? Mounting is the part most prototypes forget.
o What does it plug into? Does it present as a standard Bluetooth keyboard, mouse or gamepad, or does it
drive a 3.5 mm switch jack?
e An input that works for thirty seconds may not work for an hour. What happens as the user tires?

o Could the user set it up alone, or does it always need somebody else's hands?

Critical concepts

Adaptive controllers exist. The Xbox Adaptive Controller is the best-known: around USS99, developed with
AbleGamers, the Cerebral Palsy Foundation and SpecialEffect. But it is a hub, not a controller - the switches,
joysticks and mounts that make it usable are sold separately, and commonly cost from around $50 to $500 or
more each. Reviewers have pointed out that a user can spend hundreds of dollars before the device does much
at all, in a population for whom the cost of living with disability is already higher.

Open-source assistive technology communities such as Makers Making Change address this by publishing designs
so a volunteer maker can build a device for the cost of materials. This is precisely the model your prototype sits
in.

Two technical facts worth knowing before you design: an ESP32 can present itself over Bluetooth as a standard
HID keyboard, mouse or gamepad, meaning a console, PC or phone accepts it with no driver and no software on
the other end. And a small gesture or sound classifier trained on one individual's own movement will usually
outperform a general-purpose model trained on everyone else's.

Talk to your mentors about

e How switch access and scanning interfaces are currently set up by occupational therapists, and how long
that takes.

e Mounting and positioning - the hardest unsolved problem in most assistive technology.
e Calibration to an individual, and how much it drifts over a day.

e Why users abandon devices that technically work.

Suggested hardware and Al approaches

Sensing: the XIAO ESP32S3 Sense has an onboard camera and microphone. From the shared pool, consider an
IMU or accelerometer for head and limb tilt, capacitive touch, flex and force sensors, hall-effect sensors, infrared
proximity, or a barometric pressure sensor for sip-and-puff input.

Output: Bluetooth LE HID from the ESP32 is the cleanest path - the device simply appears as a keyboard or
gamepad. Alternatively drive a 3.5 mm switch output so it works with hardware the user already owns.



Al options: on-device gesture recognition trained on the individual user (Edge Impulse or TensorFlow Lite Micro);
camera-based head and face tracking (MediaPipe running on a paired laptop); wake-word or sound classification
for non-verbal vocal triggers; a language model to turn a spoken intent into a macro sequence of inputs.

The no-Al path: a well-mounted, reliable analogue switch driving BLE HID is a legitimate entry and could win. Al is
encouraged, not required.

Fabrication: 3D printing at Innovation Central Perth for mounts, arms, button caps and enclosures shaped to a
specific hand.

Potential solution pathways

You are free to resolve this challenge however you like. Our mentors and organising team consider the following
viable:

A single-input scanning interface, where one reliable movement steps through options.
A camera-based gesture controller, mounted rather than worn.

A wearable IMU that maps head or limb movement to joystick axes.

A sip-and-puff or breath-driven controller.

A “teach it yourself” controller that records whatever movement the user can repeat, and maps it to an
input.

A universal remote for the television, lights or air conditioning rather than a game - the same problem, a
different room.



1B. The Medication Companion

How might we better help a person manage a complex medication routine at home - reliably,
and without turning their kitchen bench into a hospital?

Potential focus questions
This is a complex challenge and you may find it useful to consider the following as you build your prototype:
o What actually fails here - remembering, seeing, opening the packaging, or knowing whether it has already
been taken?
e How would the device know a dose was genuinely taken, rather than that a button was pressed?

o Who else needs to know, how much do they need to know, and how do you tell them without it becoming
surveillance?

o What happens when the routine changes - a new script, a dose adjustment, a week of illness?

o What should the device do at three in the morning if it believes a dose has been missed?

e Is this something a person leaves out on the bench, or hides in a cupboard when visitors arrive?

o What is the minimum it needs to know? Does a camera help here, or does it make the device unwelcome?

o What does it do when the internet drops out?

Critical concepts

Around 250,000 hospital admissions in Australia every year are medication-related, at an estimated cost of $1.4
billion to the health system, and roughly two-thirds of those admissions are potentially preventable. A further
400,000 people present to emergency departments each year with medicine-related problems.

The problem concentrates in exactly the cohort this challenge is written for. More than 90% of patients have at
least one medication-related problem after discharge from hospital, and one in five people are experiencing an
adverse medication reaction at the time they receive a Home Medicines Review. In residential aged care, over
95% of residents have at least one medicine problem identified at a medicines review, and most have three or
more.

Solutions already exist - dose administration aids such as Webster-paks, phone alarms, and a crowded market of
smart pill boxes. Adherence, though, is not one problem. Forgetting, not being able to open the packaging, not
being able to read which blister is which, deliberately skipping a medicine because of side effects, and losing track
after a hospital discharge are five different failures, and a device that treats them as one will fix none of them
well.

Privacy is the design constraint here, not a compliance step at the end. A device that reports every dose to an
adult child may simply be switched off, and a device that is switched off helps nobody.
Talk to your mentors about

e How dose administration aids are packed and supplied, and where the current process breaks down.

e What carers and families actually want to know, versus what they say they want to know.

e The difference between a reminder and a confirmation, and why the second is much harder.

e What can and cannot be claimed by a device that is not a registered medical device.

Suggested hardware and Al approaches

Sensing without a camera: a load cell under a pill box detects a pack being lifted and returned lighter; a reed
switch or hall-effect sensor detects a lid opening; an IMU detects the pack being handled at all. These are cheap,
fast, and far less intrusive than vision.

Sensing with a camera: the XIAO ESP32S3 Sense camera can identify which blister was popped, or read a printed
dispensing label. Justify the camera in your pitch - the judges will ask.



Prompting and interface: a real-time clock module, an e-ink or large-digit display for legibility, a speaker with
text-to-speech, and a microphone with a wake word so the user can simply ask whether they have taken their
tablets.

Al options: a vision-capable model (Claude or GPT-40, via the API credits WADSIH provides) to photograph a
pharmacy label and generate the schedule automatically; a small on-device classifier to distinguish blister packs;
speech-to-text for spoken confirmation. Much of this can be done with no model at all - a load cell and a clock go
a long way.

Fabrication: 3D printing at Innovation Central Perth for a housing that a Webster-pak or bottle sits in, and for

large, easily-gripped controls.

Potential solution pathways
You are free to resolve this challenge however you like. Our mentors and organising team consider the following
viable:

o A pill box that knows what was taken by weight rather than by a button press.

e A camera that reads a dose administration aid and confirms the right blister for the right time of day.

e A companion that answers the question “have | taken my morning tablets?” out loud, on demand.

e A quiet escalation ladder - a gentle prompt, then a louder one, then a carer notified - with the user deciding
where the ladder stops.

o Asetup flow where the user photographs the pharmacy label and the device builds the routine itself.

e A device that logs to a display on the fridge rather than to anybody's phone.



1C. Eyes for Labels

How might we better let a person with low vision read the labels, packaging and printed
information they meet in everyday life - in the moment, at the shelf or on the bench?

Potential focus questions
This is a deceptively difficult challenge and you may find it useful to consider the following as you build your
prototype:
o What does the person need to know right now? Often it is not the whole label - it is “is this the shampoo or
the conditioner?”
e How does the user aim a camera at something they cannot see? Aiming, not reading, is the real problem.

e How fast is fast enough? What delay between pointing and hearing is acceptable while standing in a
supermarket aisle?

e Should it speak aloud, or into an earpiece? What is private information in a public place?

e What happens with no mobile signal in the aisle, or no wi-fi in the kitchen?

e How does it behave when it is unsure - and can it say “l don’t know” rather than guessing confidently?
e Is this a handheld, a wearable, or something that lives permanently on a bench?

o What does your device do that the phone already in the user’s pocket does not?

Critical concepts

Vision Australia estimates that around 453,000 Australians are blind or have low vision, and projects this will
grow to around 564,000 by 2030. The drivers are age-related: cataract, macular degeneration and glaucoma.
Forecasts from the National Eye Health Survey suggest the number of Australians aged 50 and over with vision
loss will nearly double, from around 532,000 in 2016 to over one million by 2050.

Good tools already exist. Seeing Al, Be My Eyes and the OCR built into every modern phone all read labels well.
This is the honest and uncomfortable question your team has to answer in your pitch: what does a dedicated
device do that a phone does not? There are real answers - always ready with no unlock and no app, usable one-
handed, physically aimable, and able to give haptic feedback about aiming that a flat glass slab cannot. But you
have to name your answer and design toward it.

Technically, optical character recognition is largely a solved problem. What is not solved is everything around it:
framing a curved bottle, glare from supermarket lighting, knowing which of the fourteen blocks of text on the
packet the user actually wants, and knowing when to stay silent. Latency and confidence will matter more to your
user than accuracy on a benchmark.

Talk to your mentors about

e How people with low vision currently organise a pantry or a bathroom cabinet, and what they already do to
solve this.

e Orientation and mobility training, and where technology fits into it.
¢ Audio versus haptic feedback, and the cognitive load of a device that talks constantly.

¢ Why some assistive devices are abandoned within weeks.

Suggested hardware and Al approaches
Sensing: the XIAO ESP32S3 Sense has an onboard camera and a PDM microphone. Add a time-of-flight or
ultrasonic distance sensor from the pool to tell the user when the label is in focus range.

Feedback: a small speaker or bone-conduction transducer for audio; vibration motors for aiming guidance
without sound. A device that buzzes when the label is centred is a strong and under-explored idea.



The cloud path: a vision-capable model such as Claude or GPT-40, using the API credits WADSIH provides, will
read and summarise a label and answer follow-up questions about it. Design for the moment the connection
drops.

The on-device path: barcode and QR decoding runs fast on-device and is a strong fallback - pair it with a product
database lookup such as Open Food Facts. Tesseract or an ONNX OCR model on a paired laptop or Raspberry Pi
covers the rest.

Fabrication: 3D printing at Innovation Central Perth for a grip that indicates aim by its shape, a shelf-scanner
form factor, or a glasses clip.
Potential solution pathways
You are free to resolve this challenge however you like. Our mentors and organising team consider the following
viable:

e A point-and-hear handheld that guides aim with haptics before it reads anything.

e A barcode-first, OCR-second scanner that answers instantly when it can and falls back when it cannot.

e Akitchen-bench station that reads whatever is held underneath it.

e A wearable that stays silent until it is asked a question.

e A “which one is it?” device that only has to distinguish between two similar packages the user already owns.

e A use-by and expiry date reader - a narrow problem, solved completely.



Hardware and technology available to every team

This is a hardware event, and the platform is deliberately small and cheap. Constraints are the point: a device
that costs twenty dollars and works is worth more to the people in these challenge statements than one that
costs two hundred and does not exist yet.

Core platform

e Seeed Studio XIAO ESP32S3 Sense - a thumbnail-sized board with wi-fi and Bluetooth LE, an onboard camera
and a digital microphone. This is your compute and sensing baseline.

o Bluetooth LE HID is available on this board, so your device can appear to a phone, PC or console as a
standard keyboard, mouse or gamepad.

Shared component pool
Rather than identical fixed kits, sensors and actuators are pooled and drawn as your design needs them. Expect
to find, among others:

e IMUs and accelerometers, flex and force sensors, capacitive touch, hall-effect and reed switches, load cells,
time-of-flight and ultrasonic distance sensors, barometric pressure sensors.

o Speakers, buzzers, vibration motors, servos, LEDs, e-ink and OLED displays, real-time clock modules, arcade

buttons and 3.5 mm switch jacks.

Fabrication

e 3D printing through Innovation Central Perth, supported by Dan and Beth. Book your build slots early -
printing is the most common cause of a demo-night scramble.

e Enclosures, mounts, grips and adapters are where an assistive device succeeds or fails. Budget real time for

them.

Al models and APIs

Al is encouraged but not required. It should earn its place in your device rather than be bolted on for the pitch.

¢ Hosted model API credits provided by WADSIH, including Anthropic and OpenAl - useful for vision tasks such
as reading a label, and for turning natural language into structured device behaviour.

e On-device and edge options: TensorFlow Lite Micro and Edge Impulse for gesture, sound and simple vision
classification trained on your own data.

e Paired-laptop options where the ESP32 handles sensing and a laptop handles inference: MediaPipe for face
and hand tracking, Whisper for speech, Tesseract or ONNX runtimes for OCR.

e Consider what happens offline. Several of these challenges are used in supermarkets, bathrooms and
regional homes.

Supporting mentors and judges

Mentors are available across the workshops and at demo night.

e TBC

What a finished prototype looks like on demo night

e It works, live, in front of people. A device that does one thing reliably beats a device that does four things in
a video.

¢ You can name the person it is for - a real persona with a real day, not “users with accessibility needs”.
¢ You can explain what it does when it is wrong.
¢ You can say what it costs to build, and what it would cost to make ten of them.

¢ You can say what you would do next, and what you deliberately chose not to build.

Working respectfully with this challenge



Do not test on a person with disability or an older person without their informed consent, and do not use
anybody's real medical or medication information in your prototype. Use synthetic data and your own team
as test users.

Your prototype is not a medical device. Do not make clinical claims, and do not present it as something that
diagnoses, treats or replaces professional care.

Language matters in your pitch. Describe what the device does and who it is for; avoid framing people as
problems to be managed.

If your device records audio or video, say so plainly in your pitch, and be ready to explain where that data
goes and how long it stays there.



